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ABSTRACT

Remote engineering systems enable interaction with physical processes and engineering infrastructures
over distributed networks and have become increasingly prominent in both engineering education and
industrial practice. Advances in networking, cloud computing, and loT/lloT technologies, accelerated by
Industry 4.0 initiatives, have expanded their flexibility and scalability while simultaneously increasing
exposure to cyber threats. As previously isolated systems become network-connected, conventional
perimeter-based access control models and resource-intensive intrusion detection mechanisms struggle
to meet contemporary security, performance, and resilience requirements.

This thesis addresses these challenges by designing, implementing, and experimentally evaluating
complementary cybersecurity solutions for IoT- and lloT-based remote engineering systems. The research
is structured around three interconnected directions: identity-centric access control, resource-efficient
intrusion detection, and resilience-oriented deployment architectures.

The work begins with a systematic analysis of remote engineering environments across educational and
industrial domains, identifying key technological trends, cybersecurity challenges, and research gaps. To
strengthen access control, a Zero Trust architecture is designed and validated within an online laboratory
environment, demonstrating the applicability of identity-centric, policy-enforced access control in remote
engineering systems.

To improve attack detection under resource constraints, a lightweight machine learning—driven intrusion
detection approach is proposed. The approach introduces a statistical feature-selection methodology that
reduces feature dimensionality while maintaining competitive detection performance for MQTT-based
loT security attacks. Building on this foundation, the research investigates deployment-aware intrusion
detection architectures through Edge—Cloud and hybrid Edge—Fog implementations, enabling real-time
monitoring while preserving privacy and operational efficiency.

Experimental results demonstrate that the proposed approaches achieve effective intrusion detection
with substantially reduced computational overhead while supporting real-time deployment in resource-
constrained environments. The findings provide an experimentally validated foundation for enhancing
the cybersecurity and operational resilience of loT/lloT-based remote engineering systems and establish
directions for future research in adaptive security, distributed intelligence, and resilient cyber—physical
systems.



Chapter 1. Introduction

1.1. Background and Research Motivation

Remote engineering systems enable users to interact with physical processes and engineering
infrastructures over distributed networks and have become increasingly significant in both engineering
education and industrial practice. In educational settings, remote laboratories extend access to physical
experimentation beyond traditional temporal and geographical constraints, facilitating distance learning
and resource sharing [1], [2]. In industrial contexts, remote monitoring and control (RMC) systems support
supervision, maintenance, and automation of geographically dispersed assets [3], [4].

The rapid adoption of remote engineering has been driven by advances in networking technologies, cloud
computing, the Internet of Things (loT), and Industrial loT (lloT) [5], and has been further accelerated by
Industry 4.0 initiatives [6]. From smart household devices to industrial smart factories, assets and facilities
are now digitally interconnected across vast geographical areas [6]. This transformation was particularly
underscored during the COVID-19 pandemic, which compelled industries and educational institutions to
adopt remote operations and hybrid modalities at unprecedented speed [7], [8]. Consequently, remote
accessibility has transitioned from convenience to an operational necessity [9].

However, these advances also introduce substantial cybersecurity risks. Distributed remote engineering
platforms operate across heterogeneous, multi-layered communication infrastructures that integrate
industrial assets, resource-constrained embedded devices, open networking protocols, and cloud-based
services [10], [11]. While this architectural composition enables scalable monitoring, experimentation,
maintenance, and remote interaction, it simultaneously expands the attack surface across sensing,
communication, and application layers [12]. The convergence of legacy operational technology (OT) with
modern connectivity mechanisms further complicates security enforcement and limits the applicability of
conventional enterprise security models [13].

Traditional cybersecurity approaches, largely developed for conventional enterprise IT infrastructures, do
not always align well with the operational constraints of remote engineering systems. Many existing
remote access control mechanisms remain perimeter-based and tend to rely on implicit trust once
network access is established, often via Virtual Private Networks (VPNs). The perimeter-based approach
faces growing challenges in modern enterprise contexts that increasingly span remote users, bring-your-
own-device (BYOD) practices, and cloud-based assets [14]. In addition, these perimeter-based models
offer limited protection against insider and insider-enabled threats, where misuse of legitimate access
rather than external intrusion becomes a primary risk factor [15].

At the same time, computational constraints inherent to remote engineering systems, particularly
loT/lloT-based RMC infrastructures, limit the feasibility of deploying resource-intensive security
mechanisms, especially at the edge where sensors, actuators, and embedded controllers operate.
Consequently, security mechanisms must be designed to preserve real-time operational integrity under
resource constraints [16], [17].

Against this background, the central research problem addressed in this thesis concerns how the
cybersecurity of remote engineering systems, particularly 1oT/lloT-based RMC infrastructures, can be
strengthened through the design and deployment-aware security mechanisms that address identity-
centric access control, anomaly detection, and the distribution of detection capabilities across system
layers, while preserving real-time operational requirements and system reliability.

1.2. Aim and Objectives of Research

The primary aim of this thesis is to design, implement, and experimentally validate cybersecurity
mechanisms and deployment strategies that enhance the security and resilience of 1oT/lloT-based remote
engineering systems.

To achieve this aim, the thesis pursues the following objectives:

O1.To analyze and synthesize the architectural characteristics, enabling technologies, and security
challenges of remote engineering systems.



02. To investigate and operationalize Zero Trust as a foundational access control model for remote

engineering environments.

03. To design, evaluate, and deploy resource-efficient machine learning—based intrusion detection

1.3.

mechanisms for loT/lloT-based remote engineering systems, considering both detection
performance and deployment constraints.

Structure of the Thesis

The thesis is structured as follows:

Chapter 1 introduces the necessity and motivation for the thesis, defines the research aim and
objectives, and outlines the overall structure of the thesis.

Chapter 2 presents the conceptual and technological foundations of remote engineering systems,
examining their architecture, enabling technologies, and cybersecurity challenges across both
educational and industrial domains.

Chapter 3 develops and validates an identity-centric Zero Trust access control architecture for
remote engineering environments through a practical online laboratory case study.

Chapter 4 proposes a feature selection—driven, resource-efficient machine learning methodology
for the classification of MQTT-based loT security attacks.

Chapter 5 develops a modular and privacy-aware infrastructure for deploying real-time, machine
learning—based intrusion detection with integrated cloud-based SIEM monitoring.

Chapter 6 investigates the operational resilience of IoT/lloT-based remote monitoring and control
systems under cyberattacks and proposes a hybrid IDS deployment validated through
experimental evaluation.

Chapter 7 concludes the thesis by synthesizing the main findings and original contributions,
summarizing the dissemination of results, and outlining directions for future research.



Chapter 2. Remote Engineering Systems and Cybersecurity Challenges

2.1. Remote Engineering in Education

2.1.1 Background and Laboratory Paradigms

Engineering education has traditionally relied on physical laboratories (face-to-face), where students
interact directly with experimental equipment in a co-located environment to reinforce conceptual
understanding and gain hands-on experience. These traditional hands-on laboratories offer pedagogical
benefits but are limited by factors such as cost, equipment availability, space, maintenance, and safety
risks [18], [19].

To overcome these limitations, alternative laboratory paradigms have been introduced, including virtual
laboratories (VLs), which rely on software-based simulations, and remote laboratories (RLs), which enable
interaction with real physical equipment over networked infrastructures. More broadly, these
environments are often referred to as online laboratories, encompassing both remotely accessible
simulated experiments (VLs) and remotely operated plants (Remote Labs), representing network-
accessible platforms that support experimentation beyond temporal and spatial constraints [20].

Laboratory environments are commonly classified based on two dimensions: the location of the user (local
or remote) and the nature of the experimental resources (physical or virtual) [21], [22]. This leads to four
primary categories:

1. Physical hands-on laboratories, involving direct interaction with physical equipment.

2. Local virtual laboratories, based on simulations executed on local machines.

3. Remote virtual laboratories, where simulated environments are accessed via networks.
4. Remote laboratories, which provide network-based access to real physical equipment.

Among these paradigms, RLs have gained particular importance due to their ability to preserve the realism
of physical experimentation while improving accessibility and scalability. RLs allow users to interact with
geographically distributed physical devices through web-based interfaces, thereby extending laboratory
access to a broader audience [1], [23], [24].

Over time, these laboratory paradigms have evolved into fully integrated components of engineering
education. They support large-scale deployment, cross-institutional sharing, and continuous access,
addressing key challenges related to scalability and pedagogical flexibility. Their significance was further
highlighted during the COVID-19 pandemic, which accelerated the adoption of online and hybrid learning
modalities [25], [26].

Following their maturation and widespread adoption, virtual and remote laboratories have increasingly
been implemented as organized, large-scale infrastructures rather than isolated instructional tools. A
substantial body of work reports the development of online laboratory platforms that support learning
and experimentation across various domains, including electronics, power and microelectronics, electrical
drives, renewable energy, chemistry, physics, and control and automation [1], [27]-[33]. Early
implementations, however, were predominantly institution-specific and custom-built, resulting in
isolated systems with limited interoperability, reuse, and cross-institutional accessibility [34]. These
constraints hindered broader adoption and inter-institutional sharing.

To address these limitations, research has shifted toward federated architectures that enable integration
of geographically distributed laboratories within shared frameworks [34]. In this context, Remote
Laboratory Management Systems (RLMS) emerged as a key enabling layer, providing unified access,
scheduling, and experiment management for heterogeneous remote laboratory resources [35].

2.1.2 Cybersecurity Challenges and Mitigation Strategies in RL Systems

Given their internet-facing and cyber-physical nature, RL systems introduce a complex and expanded
attack surface, exposing both digital assets and physical equipment to cybersecurity risks. These risks
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affect not only the traditional information security properties of confidentiality, integrity, and availability
(CIA), but also extend to non-repudiation, authentication, privacy, and safety (CIANA+PS) [36], [37]. Unlike
conventional laboratory environments, RL systems are persistently accessible, highly interconnected, and
often deployed within broader institutional networks, thereby increasing their susceptibility to both active
and passive cyber-attacks [38].

From a foundational perspective, cybersecurity threats in RL systems should be understood within the
broader definition of cyber threats articulated by the National Institute of Standards and Technology
(NIST), which defines a threat as any circumstance or event capable of adversely impacting organizational
operations, assets, or individuals through unauthorized access, modification, disclosure, or denial of
service [39]. In educational RL environments, such threats directly undermine the reliability of
experiments, the integrity of generated data, and, in some cases, the physical safety of laboratory
equipment and users.

Several studies indicate that the security mechanisms of web-based applications supporting remote
experiments remain insufficient [40], [41]. This deficiency has largely been attributed to development
practices that prioritize educational content, experimentation, and rapid deployment over the systematic
integration of security considerations [37]. As a result, remote RL systems frequently inherit vulnerabilities
stemming from weak authentication mechanisms, insecure web services, and insufficiently monitored
infrastructure.

The vulnerabilities manifest in multiple attack vectors that threaten the CIANA+PS properties of RL
systems.

— Web Application Attacks: SQL Injection and XPath Injection attacks exploit insufficient input
validation and application hardening [42], [43]. RL platforms have been shown to exhibit such
weaknesses [37], enabling unauthorized data access, manipulation, and arbitrary code execution,
potentially compromising experimental integrity.

— Communication-Layer Attacks: Man-in-the-Middle (MITM) attacks exploit insecure
communication channels [37]. Beyond credential interception and privacy violations, such attacks
may enable adversarial manipulation of experimental parameters, thereby introducing safety and
equipment-integrity risks.

— Availability Attacks: Denial-of-Service (DoS) and Distributed Denial-of-Service (DDoS) attacks can
disrupt RL operations by overwhelming servers or network infrastructure [37]. Additionally, abuse
of laboratory reservation mechanisms may create application-layer denial-of-service conditions.

— Device-Based and Cyber-Physical Attacks: RL systems are exposed to firmware exploitation,
hardware tampering, and environmental manipulation, which may compromise system
availability, data integrity, and safe operation.

While documented attacks explicitly targeting RL systems remain limited, broader evidence highlights
substantial risk exposure. Multiple reports consistently rank the education sector among the most
targeted industries for malware, phishing, and ransomware campaigns [86]-[89], and indicate
comparatively low levels of cyber preparedness [90], [91]. Recent reports indicate a significant rise in
ransomware attacks against universities, frequently exploiting remote-access vulnerabilities, with further
escalation expected as remote infrastructure expands [92].

Consequences include data loss, intellectual property compromise, regulatory violations, reputational
damage, and erosion of trust in remote experimentation [26], [44]. Importantly, the cyber-physical nature
of RL systems enables cross-domain risk propagation, where digital intrusions may trigger physical
damage or safety hazards.

Despite these risks, security considerations remain secondary in much of the literature [37]. Reviews in
[45] and [26] identified relatively few works explicitly addressing safety and security in federated RL and
OLMS environments.

— Authentication and Access Control: Early mitigation strategies emphasized username—password
authentication schemes and alternative approaches such as image-based passwords. More recent
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research explored blockchain-assisted authentication and decentralized verification mechanisms
to enhance resilience against credential compromise in distributed RL infrastructures [46].
However, authentication alone does not ensure comprehensive system security.

— Tiered Security Models: Krbecek et al. [47] proposed a security model scaling protection
mechanism according to experiment complexity. While useful in illustrating differentiated
security requirements, this approach risks underestimating low-complexity experiments as
potential entry points into institutional networks.

— Architectural and Virtualization-Based Controls: Client—server separation, virtualization,
sandboxing, read-only images, and network segmentation have been proposed to reduce attack
surfaces and contain malware propagation [48].

— Governance and Standards Alignment: Security zoning, dynamic trust management, and
regulatory compliance, including GDPR adherence, have been proposed as governance
mechanisms [45]. Alignment with international standards such as ISO/IEC 27000, ISO/IEC 15048,
and IEC 62443 supports systematic risk management.

— Network-Level Defenses: VLAN segmentation, encryption, IDS/IPS deployment, web application
firewalls, honeypots, VPN usage, and continuous traffic monitoring are recommended to
strengthen network resilience [37]. Protocol-specific hardening, including secure MQTT
integration in loT-based RL systems, has also been explored [49].

2.2. Remote Engineering in Industry

2.2.1 Background and Evolution

Industrial systems were traditionally designed as localized and largely isolated environments, with
monitoring and control activities confined to on-site facilities [50]. Early forms of remote operation relied
on short-range wired solutions intended to extend local control rooms rather than enable true geographic
separation between operators and industrial processes [51]. This architectural isolation was motivated
not only by technological constraints but also by safety, reliability, and security considerations inherent
to industrial environments.

The evolution toward industrial RMC began in the mid-20th century with advances in digital computing
and telecommunications [52]. The introduction of programmable logic controllers (PLCs), supervisory
control and data acquisition (SCADA) systems, and distributed control systems (DCS) marked a major shift,
enabling more flexible, scalable, and geographically distributed control of industrial processes [5], [53].
These technologies laid the foundation for modern RMC systems by allowing operators to monitor system
states and issue control commands from increasingly remote locations [50].

Subsequent integration of digital communication protocols, Internet connectivity, and wireless
technologies further expanded the reach of RMC systems, facilitating centralized supervision of
geographically distributed assets [51]. As a result, RMC solutions became widely adopted across critical
infrastructure sectors, including energy, transportation, healthcare, water treatment, and manufacturing,
driven by shared objectives of operational efficiency, reliability, and safety [10], [54].

In modern industrial settings, RMC solutions have transitioned from optional capabilities into operational
necessities. Many sectors now depend on RMC systems to maintain productivity, ensure personnel safety,
and reduce operational costs [55], [56]. This dependency was particularly evident during the COVID-19
pandemic, when remote access to industrial systems became crucial for maintaining business continuity
and protecting the workforce [57]-[59].

Industrial RMC systems support diverse applications, including teleoperation in hazardous environments
[60], [61], robotic and automated process control, and real-time process monitoring [62]. Additionally,
RMC technologies enable remote maintenance, diagnostics, training, and simulation, enhancing
operational resilience and reducing downtime [51], [63].



2.2.2 Cybersecurity Vulnerabilities, Threat Actors, and Attack Vectors in Industrial RMC
Systems

Industrial RMC systems present a significantly expanded attack surface resulting from the convergence of
legacy operational technologies, insecure design practices, and increased integration with IT networks
and Internet-facing services [13], [64]. Vulnerabilities stem from outdated or unsupported systems and
protocols lacking built-in security, such as Modbus and DNP3, which often transmit data in plaintext and
are susceptible to interception and manipulation [65], [66].

These weaknesses are further exacerbated by inadequate network segmentation between IT and OT
environments, which enables lateral movement and the compromise of critical assets. Additional risks
arise from weak authentication and access control mechanisms, including default credentials, poor
privilege management, and insecure remote access technologies such as Telnet and unencrypted RDP
[12], as well as vulnerabilities introduced by third-party components and supply chain dependencies [65].
Operational constraints, particularly delayed patch management due to downtime and compatibility
concerns, leave known vulnerabilities unaddressed [67], while insufficient physical security enables direct
tampering and reinforces the convergence of cyber-physical risks.

These systemic weaknesses have made industrial environments prime targets for sophisticated threat
actors exploiting both known and zero-day vulnerabilities [68], [69], as demonstrated by high-impact
incidents such as Stuxnet (2010), which enabled the physical destruction of industrial equipment [70],
[71], the German steel mill attack (2014) and Ukrainian power grid disruptions (2015-2016), and large-
scale ransomware and supply chain attacks, including NotPetya, WannaCry, Colonial Pipeline (2021), and
SolarWinds (2020) [72], alongside more recent disruptions affecting critical infrastructure and healthcare
systems [73], [74]. Industrial systems are exposed to diverse attack vectors, including malware,
ransomware, phishing, SQL injection, removable media attacks, and, in remote access scenarios,
credential compromise, impersonation, Man-in-the-Middle (MITM), replay, false data injection, and
denial-of-service attacks targeting communication and authentication infrastructures [71], [72]

The threat landscape is further intensified by the diversity of adversaries, ranging from insiders and
cybercriminal groups to industrial spies and nation-state actors, whose motivations span financial gain,
espionage, and geopolitical objectives, thereby increasing attack sophistication and complicating
detection, attribution, and response [53], [71].

2.2.3 Cybersecurity Mitigation Strategies and Best Practices for Industrial Systems

Table 2.1 summarizes the main cybersecurity mitigation strategies for industrial systems, organized into
key functional categories addressing prevention, detection, resilience, and governance.

Table 2.1. Summary of cybersecurity mitigation strategies and best practices for industrial systems.

Category Key Measures Purpose References
Prevention & Detection Firewalls, IDS/IPS, Network segmentation and layered [53], [65],
monitoring threat detection to mitigate insider [75], [65],
threats and zero-days. [76]
TLS encryption Ensures data confidentiality and [771, [78]

integrity in transit.

Secure Communication & Passive Feature Enables threat detection in [78]
Authentication Learning (PFL) encrypted traffic.
Cryptographic Prevents spoofing, replay, and [53], [77]
authentication (AES, unauthorized access
SHA-2)



MFA, Zero Trust Enforce strong identity verification [79],[80],
and continuous access control. [81]
Physical / Virtual / Enable safe evaluation of attacks [69], [82],
Hybrid testbeds and defenses under controlled [75]
. conditions.
Security Testbeds
VICSORT and similar ~ Support scalable, resource-efficient ~ [83]
frameworks experimentation.
Redundancy, Maintain operation and limit impact  [84], [85]
failover, during disruptions.
. segmentation
Resilience & Recovery
D2R2+DR lifecycle Structured resilience: defend, [86], [87]
detect, remediate, recover, refine
ISA/IEC 62443, NIST  Provide risk-based security [88], [89]
SP 800-82, ISO/IEC governance and compliance.
27000 [90], [91]
Standards & Frameworks
MITRE CREF, ENISA Guide resilience engineering and [92],[93]

secure remote access.

2.3. Conclusion

This chapter established the conceptual foundations of remote engineering systems across both
educational remote laboratories and industrial RMC environments. Despite differing objectives, both
domains rely on interconnected loT/lloT-based architectures that incorporate cloud platforms, web
services, industrial protocols, and remote access technologies, significantly expanding the attack surface.

The analysis showed that educational RLs, while improving accessibility, often suffer from weak
authentication, insecure communication, and limited monitoring. In contrast, industrial systems face
similar issues compounded by legacy technologies, insecure protocols, IT-OT convergence, and
availability-driven design priorities. Across both domains, recurring vulnerabilities include weak identity
management, inadequate network segmentation, insecure communication channels, and limited
intrusion detection capabilities, with industrial incidents demonstrating the potential for severe
operational and physical consequences.

A cross-domain synthesis reveals key gaps: fragmented and domain-specific security approaches, limited
consideration of cross-layer cyber—physical interactions, and insufficient support for resource-constrained
environments. In particular, the lack of lightweight, deployment-ready security mechanisms at the edge
and gateway layers remains a critical limitation.

These findings highlight the need for a unified, deployment-aware cybersecurity approach that integrates
identity-centric access control, efficient intrusion detection, and layered protection mechanisms across
system architectures. Accordingly, this thesis addresses these challenges by combining an investigation of
Zero Trust access control, resource-efficient ML-based IDS, and adaptive deployment strategies, thereby
fulfilling objective O1 and establishing the foundation for subsequent contributions.
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Chapter 3. Design and Implementation of Zero Trust Access Control
Architecture for Remote Engineering Systems

Remote engineering systems invalidate traditional perimeter-based security assumptions by requiring
continuous remote access to physical resources over Internet-facing infrastructures. The conventional
“castle-and-moat” model, which assumes trusted internal networks, is no longer adequate in modern
environments characterized by distributed users, cloud integration, and increased exposure to insider and
lateral movement threats [94], [95].

VPN-based remote access, while widely adopted, extends network trust to authenticated users and
introduces significant security risks due to vulnerabilities, misconfigurations, and implicit trust models.
The growing number of VPN-related exploits, including ransomware and credential attacks, highlights
these limitations [80].

In response, the Zero Trust (ZT) paradigm has emerged, replacing implicit trust with continuous
verification based on identity, context, and policy under the principle of “never trust, always verify” [96].
ZT emphasizes identity-based access control, least-privilege principles, and continuous monitoring [97], it
has gained widespread adoption as a response to evolving cyber threats [81].

Despite its maturity, the application of Zero Trust, particularly Zero Trust Network Access (ZTNA), to
remote engineering systems remains underexplored in academic research. This chapter addresses this
gap by proposing and implementing a ZTNA-based access-control architecture for remote laboratory
environments, demonstrating that identity-centric, policy-driven security can replace traditional
perimeter-based models.

3.1. Implementation in a Remote Laboratory Environment

3.1.1 System Architecture and Deployment Context

The ZT access control architecture was implemented and evaluated in an educational remote laboratory
environment that hosts Internet-accessible experiments. The remote laboratory infrastructure employed
in this chapter is based on an online serial laboratory platform designed to support remote
experimentation with serial communication technologies, including RS232, RS422, and RS485 [98]. In this
thesis, the laboratory serves as an operational remote-engineering system, providing a realistic,
constrained environment for evaluating ZT-based access-control mechanisms.

Asiillustrated in Figure 3.1, the proposed ZT security architecture is implemented using a ZTNA framework
composed of the following logical components:

— ldentity Provider (IdP): responsible for user authentication.
— PDP: evaluates access requests against defined policies.
— PEP: mediates and enforces authorized traffic.

In this implementation, a commercial ZTNA platform [99] is used to realize these functions. The controller
component acts as the PDP, handling policy evaluation and issuing access tokens. At the same time,
connectors function as PEPs, enforcing access decisions by controlling traffic flow between users and
laboratory resources. The primary security objectives of the proposed architecture are to prevent
unauthorized access to laboratory resources, mitigate credential misuse and lateral movement, protect
experimental integrity and availability, and reduce exposure to network-based attacks.

Accordingly, to enforce clear trust boundaries, the architecture is logically partitioned into three primary
trust zones:

— User zone: user devices and client applications operating outside institutional control.
— Control zone: the IdP, PDP, and PEP responsible for identity verification and access enforcement.
— Remote resource zone: experiment servers and physical laboratory devices.
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Figure 3.1. Logical architecture of the proposed Zero Trust access control framework.

3.1.2 ZTNA Architecture, Access Control, and Device Security Policy

In the proposed Zero Trust Network Access (ZTNA) architecture, protected resources are organized into
Remote Networks, which abstract the underlying infrastructure (e.g., on-premises or VPC environments)
and enable secure, policy-controlled access via the Twingate platform. Access is centrally managed
through the controller, while Connectors serve as policy enforcement points, establishing encrypted
outbound tunnels to internal resources without exposing the network perimeter. A multi-connector setup
(Raspberry Pi and VM-based) enhances availability, load balancing, and fault tolerance.

Resources are defined using IP-based addressing or Classless Inter-Domain Routing (CIDR) ranges and
remain inaccessible directly from end-user devices. Users access them through authenticated sessions
initiated via a client application, following invitation-based onboarding and identity verification.

As illustrated in Figure 3.2, access control is enforced through identity-centric authentication and
authorization mechanisms, including integration with external identity providers (Google SSO), Role-
Based Access Control (RBAC), and Multi-Factor Authentication using TOTP for privileged roles. Access
decisions follow the least privilege principle, ensuring users interact only with authorized resources under
defined conditions, thereby minimizing lateral movement and attack surface.

Additionally, device-level security policies are enforced before access, requiring compliance with
predefined security standards (encryption, firewalls, antivirus, and system integrity checks).
Communication between clients and resources is secured through certificate-pinned TLS tunnels and DNS-
over-HTTPS (DoH), ensuring confidentiality, integrity, and protection against interception or spoofing.
Continuous monitoring and logging of access activity further support threat detection and response.

12



Authenticator W Authenticated ‘ Authorizor ge
? Verifies identity and = *| Evaluates context and makes

authenticates subject J &/ authorization decision

—— —————

@ sS0 2FA

)

Ider tity RBAC Device Status
enti -
User/Device Single Sign-On Two-factor Role-Based Group Policy Posture & Compliance
. g 9 Authentication Access Control Assessment
'
" T —T
; '@ @)
N [ S, Am—————— a
E ; )
------------- 1 U
1 ! Y Authorized
W i Access
Access Subject @ Remote Resources
Initiation Y User or device requesting - ----------------------- > @E= Remote lab systems

access to resources

Figure 3.2. High-level access control workflow, from client initiation to resource authorization.

3.2. Discussions

The access control architecture presented in this chapter demonstrates a fundamental shift from
perimeter-based remote access to a resource-centric ZT model. Unlike VPNs, which grant broad network
access after authentication and enable lateral movement, ZTNA applies continuous verification, identity-
aware policies, and least-privilege principles, eliminating implicit trust and restricting access to explicitly
authorized resources.

The security implications of this shift are illustrated in Figure 3.3, which presents a stolen-credentials
attack scenario. In VPN-based architectures, compromised credentials typically allow unrestricted
network access and lateral movement. In contrast, the ZT model enforces resource-level access decisions
based on identity, device posture, and policy, denying access to unauthorized devices and limiting the
scope of access, thereby containing the attack and reducing its impact.

Beyond security, ZTNA improves operational scalability and manageability by replacing network-centric
configurations with centralized, policy-driven access control. This reduces administrative overhead,
simplifies user provisioning, and enhances adaptability in dynamic environments such as remote
laboratories. Additionally, by limiting lateral movement, ZTNA reduces the potential impact and cost of
security incidents.

However, ZTNA does not inherently detect malicious activity within authorized sessions. Insider threats,
compromised identities, or misuse of legitimate privileges may remain undetected, particularly in cyber-
physical systems where authorized actions can have physical consequences. Therefore, while ZT provides
a strong access-control foundation, it must be complemented by monitoring and intrusion-detection
mechanisms, which motivates the subsequent chapters.
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Figure 3.3. Containment of a stolen-credentials attack under a Zero Trust architecture, illustrating how policy-
based enforcement (PDP/PEP) and device posture validation restrict access and prevent lateral movement
within remote engineering resources.

3.3. Chapter Conclusion

This chapter investigated the problem of secure remote access in remote engineering systems, with
particular emphasis on educational online laboratories as representative cyber-physical environments.
The analysis demonstrated that traditional perimeter-based security mechanisms, most notably VPN-
centric remote access models, introduce structural limitations when applied to shared remote
engineering infrastructures.

Building on NIST’s ZT framework [154], the chapter proposed and implemented an identity-centric, fine-
grained resource-level access control architecture that eliminates implicit network trust, enforces least-
privilege access, and constrains lateral movement within the laboratory infrastructure. The practical
deployment in an online serial laboratory environment confirmed that ZT access control can be integrated
into real-world remote engineering platforms without exposing internal network topology or granting
excessive privileges, while preserving usability and operational continuity.

A comparative analysis highlighted the advantages of the ZT approach over traditional VPN-based access
in terms of access granularity, reduction of lateral movement, and improved auditability. At the same
time, the chapter acknowledged the limitations of access-control-only solutions, particularly their inability
to detect malicious or anomalous behavior originating from authorized users or from compromised
identities.

Therefore, this chapter fulfills objective 02 by designing, implementing, and validating an identity-centric,
fine-grained, resource-level access-control architecture tailored to online laboratory environments.
Accordingly, it establishes ZT access control as a foundational security layer for remote engineering
systems, demonstrating its effectiveness in mitigating risks associated with perimeter-based access
models. However, access control alone cannot address post-compromise threats or anomalous behavior
within trusted sessions. These limitations motivate the integration of complementary detection and
monitoring mechanisms to identify abnormal activity in cyber—physical environments. The subsequent
chapters, therefore, extend the security framework by developing resource-efficient intrusion and
anomaly-detection techniques tailored to loT/lloT-based remote engineering systems.
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Chapter 4. Feature Selection—Driven Resource-Efficient Machine
Learning-Based Traffic Classification for MQTT-loT Security Attacks

This chapter proposes a lightweight FS method, Statistical Moments Difference Thresholding (SMDT), that
selects discriminative features based on differences in statistical moments (mean, standard deviation,
skewness, kurtosis). Evaluated on the MQTTset dataset [100], the method demonstrates that significant
feature reduction can be achieved while maintaining high detection performance. Although limited to
offline evaluation, this work establishes the methodological foundation for subsequent real-time
deployment and integration in loT/lloT systems.

4.1. Methodology and Experimental Design

This section describes the experimental design and methodological pipeline used to investigate resource-
efficient malicious-traffic classification in MQTT-based IoT environments. The adopted methodology
follows a structured process encompassing dataset selection, data preprocessing and exploratory
analysis, feature selection, and ML—based classification. The overall feature selection and classification
framework adopted in this chapter is illustrated in Figure 4.1.
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Figure 4.1. Conceptual overview of the traffic classification framework adopted in this chapter, highlighting
SMDT-based dimensionality reduction and subsequent binary and multiclass classification pipeline.

4.1.1 Dataset Description

This study employs MQTTset, a publicly available loT dataset specifically designed to capture MQTT
communications, as described in [101] and made available online in [100]. MQTTset was generated using
an loT sensor network intended to replicate key characteristics of real-world MQTT-based deployments.
The infrastructure includes an MQTT broker implemented using Eclipse Mosquitto v1.6.2 and a network
of eight interconnected sensors, namely temperature, light intensity, humidity, motion, CO-gas, smoke,
fan-speed controller, and door-lock sensors, coordinated through the broker. The resulting dataset
contains both legitimate (benign) traffic and malicious (attack) traffic, enabling supervised learning for
intrusion detection in MQTT-enabled loT environments. MQTTset incorporates multiple attack scenarios
targeting MQTT networks [101]. The attack classes and traffic distribution are depicted in Figure 4.2.
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Figure 4.2. Class distribution of the balanced reduced MQTTset dataset—benign vs attack types.

4.1.2 Feature Selection

FS constitutes a critical stage in the ML pipeline, aiming to identify a subset of informative features that
contribute most effectively to predictive performance while reducing redundancy and noise [102]. By
eliminating irrelevant or weakly informative attributes, FS mitigates [103] overfitting, reduces
computational complexity, and addresses generalization challenges that are particularly pronounced in
high-dimensional datasets, commonly described as the “curse of dimensionality.”[104] These
considerations are especially relevant in loT and lloT environments, where resource constraints
necessitate lightweight yet discriminative detection mechanisms.

To address these challenges, this study introduces the SMDT method. The SMDT approach leverages the
first four statistical central moments [105], mean, standard deviation, skewness, and kurtosis to quantify
distributional differences between legitimate and malicious traffic. These moments were selected due to
their complementary ability to capture central tendency, dispersion, asymmetry, and tail behavior of
feature distributions [106]. Such multidimensional statistical characterization is particularly appropriate
for loT traffic, which frequently exhibits heterogeneous, non-Gaussian, and highly skewed distributions.

4.2. Experimental Design and Evaluation

4.2.1 Binary Classification Setup and Results
4.2.1.1 Model Training and Selection

The binary classification task was defined to distinguish MQTT traffic as either legitimate (0) or an attack
(1), using the balanced reduced MQTTset dataset to address class imbalance. Features were normalized
using Z-score standardization (StandardScaler) to improve model convergence and performance [107],
[108], and the dataset was split into training and testing sets (70/30) using stratified sampling to preserve
class distribution [109].

Model optimization was performed using GridSearchCV with five-fold cross-validation (k = 5) to
systematically tune hyperparameters and reduce overfitting. After identifying optimal configurations,
models were retrained on the full training set.

For the DNN model, hyperparameter tuning was conducted using Keras Tuner with Random Search,
optimizing parameters such as dropout and learning rate [110]. The network architecture consisted of
three hidden layers (64, 32, 16 neurons) with ReLU activation and dropout for regularization, and a
sigmoid output layer for binary classification [111]. Training was performed using the Adam optimizer and
binary cross-entropy loss [112], followed by retraining with the optimal configuration for 10 epochs.
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4.2.1.2 Performance Evaluation

The performance of the trained models was evaluated using standard classification metrics, including
accuracy, precision, recall, and Fl-score. To gain deeper insight into prediction behavior, confusion
matrices were analyzed for all models. The confusion matrix reports the distribution of true positives (TP),
true negatives (TN), false positives (FP), and false negatives (FN). The consolidated performance metrics
for all evaluated models are summarized in Table 4.1. The searching time (s) reflects the duration of the
hyperparameter optimization process, including GridSearchCV for conventional models and Random
Search via Keras Tuner for the DNN. Additionally, Figure 4.3 presents the confusion matrices for all
models.

Table 4.1. Binary classification performance metrics and computational times.

Model Accuracy Precision Recall F1- ROC- Searching Training Time Testing
Score AUC Time (s) (s) Time (s)
RF 0.95 0.95 0.95 0.95 0.99 2280.81 6.96 0.45
LR 0.95 0.95 0.95 0.95 0.99 221.58 11.27 0.99
DT 0.95 0.95 0.95 0.95 0.99 74.98 0.12 0.01
GB 0.95 0.95 0.95 0.95 0.99 3051.20 43.08 0.45
XGBOOST 0.95 0.95 0.95 0.95 0.99 1252.83 12.38 0.04
MLP 0.89 0.91 0.89 0.89 0.95 3551.45 264.61 0.20
DNN 0.81 0.85 0.81 0.80 0.92 5602.99 722.57 6.44
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Figure 4.3. Confusion matrices for all evaluated models (binary classification).

4.2.2 Multiclass Classification Setup and Results

Following the binary classification experiments, which focused on distinguishing legitimate from malicious
MQTT traffic, the analysis was extended to a multiclass classification setting. This extension enables the
identification of specific attack categories: brute force, DoS, flooding, malformed data, and SlowlITe. This
granularity supports both precise threat characterization and targeted mitigation strategies. In this
setting, the classification task involves six distinct classes, compared to the two-class formulation adopted
in the binary scenario.
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Model performance was evaluated using metrics adapted from the binary classification case. Specifically,
the evaluation comprised the following components:

a) Classification report: Accuracy, precision, recall, and F1-score were computed for each model. The
aggregated results are reported in Table 4.2. The searching time presented in the table denotes
the time required for hyperparameter optimization before final model training.

Table 4.2. Model Performance: Evaluation Metrics and Searching Times (Multiclass).

Model Accuracy Precision Recall F1- Searching Training Testing
Score Time (s) Time (s) Time (s)
RF 0.91 0.90 0.91 0.90 1547.43 16.21 1.15
LR 0.79 0.79 0.79 0.75 1834.67 8.00 0.01
DT 0.91 0.91 0.91 0.90 9.24 0.12 0.01
GB 0.91 0.91 0.91 0.90 24489.46 505.96 4.80
XGBOOST 0.91 0.91 0.91 0.90 49323.92 15.75 0.06
MLP 0.82 0.85 0.82 0.80 3573.60 141.93 0.11
DNN 0.78 0.77 0.78 0.74 5081.92 702.20 6.03

b) Confusion matrix: To analyze prediction behavior across all attack categories, confusion matrices
were generated for each model. In the multiclass setting, the confusion matrix expands to an N x
N grid, where N corresponds to the number of classes. Each cell represents the number of
instances associated with a given actual/predicted class pair, allowing for detailed inspection of
classification patterns. For conciseness, Figure 4.4 presents the confusion matrix for the RF model
only.
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Figure 4.4. Confusion matrix—Random Forest (multiclass).
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4.3. Discussion of Results

For binary classification, classical ML models (DT, RF, GB, XGBoost) exhibited strong and consistent
performance, achieving accuracies, precision, recall, and F1 Scores of approximately 0.95, with ROC AUC
values approaching 0.99 (see Table 4.1). In contrast, neural network-based models demonstrated
comparatively lower performance. The MLP achieved moderate accuracy (0.89), while the Deep Neural
DNN achieved an accuracy of 0.81 and the ROC-AUC of 0.92.

Additionally, the confusion matrices (see Figure 4.3) provide additional insight into the error
characteristics of the evaluated models. Although the DNN exhibited lower overall accuracy, it
demonstrated high sensitivity, correctly identifying a large proportion of attack instances (49,195) and
resulting in fewer false negatives (447). This behavior, however, was accompanied by a substantially
elevated number of false positives (18,821), indicating limited specificity and a tendency to generate
excessive false alarms, as further reflected in Figure 4.7. Such behavior may be undesirable in real-time
operational environments, where frequent false alerts can lead to inefficient resource utilization and alert
fatigue. In contrast, the MLP displayed the opposite error profile, producing fewer false positives (463)
but more false negatives (10,216). While this reduces unnecessary alerts, it increases the risk of missed
attacks. These results highlight the importance of balancing detection sensitivity and operational
reliability in real-time deployments.
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Figure 4.5. FPR and FNR across ML models: (A) Binary classification case and (B) multiclass classification case.

In the multiclass scenario, performance degraded across all models due to class imbalance and increased
task complexity. Ensemble and tree-based models (RF, DT, GB, and XGBoost) maintained relatively stable
performance, with accuracy and F1 Scores around 0.90 (see Table 4.2), whereas LR, MLP, and DNN showed
lower effectiveness. Confusion matrices (see Figure 4.5) indicate that most misclassifications occurred in
minority attack classes, such as malformed, SlowlITe, and flooding, suggesting that rare-class
discrimination remains a challenge even after feature reduction.

Training and optimization time varied substantially across models (see Figure 4.6). Tree-based methods
were consistently the most efficient, while MLP and DNN incurred significantly higher processing
overhead.
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Figure 4.6. Computational time across ML models: (A) Binary classification case and (B) multiclass.

4.4. Model Selection and Practical Implications

From a deployment perspective, the results indicate that the DT and RF models offer the best trade-off
between detection performance and computational efficiency in resource-constrained loT-based remote
engineering environments. DT, in particular, offers low training and inference latency, making it suitable
for real-time monitoring. While ensemble approaches such as GB and XGBoost achieve strong detection
performance, their higher computational requirements make them more appropriate for less constrained
environments. In contrast, MLP and DNN models present lower performance-to-cost efficiency for online
deployment. Overall, model selection should consider not only accuracy but also latency, resource usage,
and error trade-offs, with tree-based models demonstrating a balanced profile suitable for practical loT
intrusion detection.

4.5. Chapter Conclusion

This chapter addressed malicious traffic detection in MQTT-based loT/IloT remote engineering systems,
highlighting the limitations of access-control-only defenses and the need for complementary intrusion
detection mechanisms. The chapter contributes to the objective O3 by developing and validating a
feature-selection—driven traffic classification framework tailored for constrained MQTT-based
environments. A resource-efficient ML framework was proposed, centered on the SMDT feature selection
method, which reduces feature dimensionality while preserving detection performance.

Experimental results on the MQTTset dataset showed that reducing the feature set from 33 to 5 maintains
competitive performance for both binary and multiclass classification, particularly with lightweight
models such as Decision Trees and Random Forests. The analysis also revealed key trade-offs, indicating
that simpler models combined with efficient feature selection provide a better balance between accuracy
and computational cost than more complex approaches in resource-constrained environments.

However, the evaluation was limited to offline conditions and did not consider real-time constraints or
system integration. Therefore, this chapter establishes the foundation for Chapter 5, which extends the
work toward real-time deployment and operational evaluation in 1oT/lloT environments.
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Chapter 5. Development of a Modular Architecture for Real-Time ML-
Driven Intrusion Detection in loT/lloT with Privacy-Aware Cloud SIEM
Integration

This chapter proposes a lightweight, privacy-aware, ML-driven IDS framework tailored for IoT/lloT remote
monitoring and control environments. The architecture emphasizes edge-based inference for real-time
detection, strict data minimization by retaining raw traffic locally, and selective transmission of structured
alerts to a cloud-based SIEM. Additionally, it introduces a dynamic runtime model-switching mechanism
that enables flexible adaptation to evolving threats without interrupting system operation. The
framework is validated through simulated MQTT-based attack scenarios, demonstrating its feasibility for
real-time deployment.

5.1. System Architecture Design

This section presents the architecture and implementation of the proposed ML-driven intrusion detection
system for 1oT/IloT remote monitoring and control environments. The system adopts a modular, layered
design that supports sensor data acquisition, real-time edge machine learning inference, and secure
forwarding of detection results to a cloud-based SIEM platform, namely Microsoft Sentinel. As illustrated

in Figure 5.1, the deployed system comprises multiple functional layers, each responsible for a distinct set
of operations.
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Figure 5.1. Overall architecture of the proposed Edge-Cloud IDS testbed.

5.2. System Platforms Integration and Communication

5.2.1 Sensor-Level Data Acquisition

The physical layer consists of distributed sensors across multiple microcontroller nodes to support
environmental and security monitoring. As shown in Figure 5.2, an Arduino-based node collects data from
ultrasonic, vibration, and relay components and forwards it via serial communication to an ESP32 node,
which aggregates and publishes the data to MQTT topics. A second ESP32 node independently handles
additional sensors (flame, gas, temperature/humidity) and actuators, enabling bidirectional
communication through control topics for closed-loop operation. All ESP32 nodes use a standardized
MQTT configuration, transmitting data periodically (every 10 seconds) and through event-driven updates.
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Figure 5.2. Sensor-level data acquisition and communication architecture.

5.2.2 Node-RED-Based Middleware and Integration Layer

Node-RED is used as the middleware layer to orchestrate communication, data processing, and
integration within the system and is deployed on a Raspberry Pi edge node. It enables real-time, event-
driven workflows for data acquisition, transformation, and interaction with external services.

The platform performs two main functions: (i) aggregating and monitoring sensor data, and (ii) integrating
ML inference outputs and security telemetry. It subscribes to MQTT topics, processes and formats
incoming data. It forwards them to InfluxDB for storage and to a cloud-based SIEM for analysis, with
visualization provided through Grafana dashboards.

Additionally, Node-RED supports bidirectional device control, enabling both automated actions based on
sensor inputs and manual control via a web interface. A feedback mechanism using MQTT status topics
ensures synchronization between commands and actuator states, improving system reliability and real-
time operational awareness.
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5.2.3 Privacy-Preserving Cloud-Integration

The system employs a hybrid privacy-preserving logging strategy in which all raw traffic data (e.g., packet
payloads, device identifiers, and operational parameters) remain at the edge. At the same time, only
structured alerts and minimal metadata are transmitted to the cloud SIEM. This approach reduces data
exposure risks, supports confidentiality, and minimizes bandwidth usage, aligning with data minimization
principles such as GDPR [113] and NIST guidelines [114].

Node-RED processes ML inference outputs from the “model/prediction” MQTT topic and forwards only
compact JSON-formatted metadata, including timestamp, predicted attack class, model version, and
selected contextual attributes. No raw packets, features, or sensor data are transmitted, ensuring that
sensitive operational data remains local.

As illustrated in Figure 5.3, telemetry is securely transmitted to Microsoft Sentinel via the Azure Monitor
HTTP Data Collector API using TLS-encrypted HTTPS and HMAC-SHA256 authentication. Once ingested,
data are stored in Azure Log Analytics, enabling KQL-based querying, visualization, and automated
incident response.

This privacy-preserving integration strategy provides several practical advantages. The system remains
fully operational at the edge during cloud connectivity disruptions, ensuring uninterrupted detection
capabilities. At the same time, compliance with data minimization principles supports regulatory
requirements, while reduced log volume lowers cloud storage and processing costs.
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Figure 5.3. Architecture for forwarding edge-based detection results to the Cloud SIEM.

5.2.4 Threats Model and Attack Scenarios

This chapter defines a threat model targeting MQTT-based loT/lloT systems deployed in insecure or
weakly segmented network environments. In the adversarial model considered, an attacker gains access
to the same network segment as legitimate devices and exploits vulnerabilities in MQTT communication
mechanisms to degrade system performance, disrupt data delivery, or compromise confidentiality and
availability. This threat model reflects realistic attack vectors commonly observed in industrial and loT
deployments that lack strong access control, network segmentation, or continuous monitoring. Figure
5.4 depicts simulated attacks and the utilized tools.

23



MQTTSA

—> Brute Force Authentication |
— Flooding DoS |

—> Malformed Data Injection

—> MQTT Publish Flooding

Custom Script

|
|
|
|
|
— | MQTT Loader
|
|
|
|
|

Attacking Node —> SlowlTe
-KaliLinuxvm | = —— = — — — = = = = =

Figure 5.4. Simulated attacks and utilized tools.

5.3. Machine Learning Inference

The inference represents the stage in the machine learning lifecycle in which a trained model is deployed
to generate predictions on new, unseen data [115]. In this chapter, models trained offline on the MQTTset
dataset (Chapter 4) are deployed within a real-time edge-based detection pipeline.

To balance accuracy and computational efficiency, lightweight DT classifiers were selected for deployment
on resource-constrained edge devices. At the same time, more complex models (e.g., ensemble and
neural approaches) are reserved for higher-capacity environments. The inference engine is implemented
as a lightweight script running on a Raspberry Pi Zero 2 W (512 MB of RAM), in which pre-trained models
are serialized with Python’s pickle and loaded at runtime.

As depicted in Figure 5.5, the system subscribes to the “traffic/analysis” MQTT topic, processes incoming
feature vectors aligned with the training schema, and performs real-time classification. Predictions are
published to the “model/prediction” topic, stored locally in InfluxDB for logging and forensic analysis, and
formatted for transmission to the cloud SIEM, enabling centralized monitoring while maintaining edge-
based processing.
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Figure 5.5. End-to-end real-time inference and alert forwarding workflow.

5.3.1 Runtime Model Switching Mechanism for Adaptive IDS Inference

Operationalizing ML models in production requires mechanisms for monitoring, updating, and replacing
models without disrupting system operation[116]. To address this, the proposed IDS incorporates a
lightweight runtime model-switching mechanism, aligned with adaptive ML and intrusion-detection
paradigms in which models evolve in response to changing data and threat patterns [116], [117].
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The mechanism enables dynamic model updates via MQTT-based control messages. As illustrated in
Figure 5.6, an authorized operator can trigger a model switch by sending a structured JSON command
specifying the target model and configuration parameters. Upon validation, the inference engine loads
the new model at runtime and updates relevant settings, including classification mode (binary or
multiclass), label mappings, and logging configurations.

This approach provides operational flexibility by enabling seamless transitions between detection modes,
the activation of specialized models for specific attack types, and the deployment of newly retrained
models without interrupting monitoring. It also supports rollback to previously validated models in case
of performance issues. Overall, the design decouples the model lifecycle from the monitoring pipeline,
enabling continuous adaptation while maintaining system stability and availability.
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Figure 5.6. Runtime model-switching workflow enabling dynamic deployment of alternative IDS inference
models through MQTT-based control commands.

5.4. Results, Performance Evaluation, and System-Level Analysis

5.4.1 Detection Performance and Accuracy Analysis

The edge-based inference system achieved an average classification accuracy of 74.04% over a 30-day
observation period in multi-attack classification. This represents a notable reduction compared to the 91%
accuracy obtained during offline training.

This performance gap reflects the distributional differences between training and deployment
environments and highlights the impact of concept drift and evolving traffic patterns in real-world 1oT/lloT
systems. Limited representativeness of the training dataset with respect to operational variability may
also contribute to this degradation, reducing the transferability of learned decision boundaries [118].

As results demonstrate, the offline evaluation cannot fully capture the complexity of live deployments.
Sustaining long-term detection accuracy in live environments requires adaptive learning and periodic
model retraining, which are considered directions for future work.

5.4.2 Latency and Throughput Performance

25



Latency measurements confirmed the feasibility of deploying machine-learning inference at the edge. On
average, the system achieved an inference latency of 9.32 ms, while the overall end-to-end latency,
including cloud offloading, was 22.62 ms.

As illustrated in Figure 5.7, a maximum latency of 50.9 ms was observed during periods of high traffic
intensity. These peaks were primarily attributed to CPU contention on the Raspberry Pi Zero 2 W.
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Figure 5.7. Distribution of latency (A) and End-to-End latency (B) for the deployed inference system.

Throughput analysis showed that the system sustained an average processing rate of 4.95 predictions per
second. Figure 5.8 illustrates throughput variability, with occasional drops to 1.24 predictions per second
and peaks of 13.43 predictions per second during intensive attack scenarios. Flooding and malformed
packet attacks generated the highest processing loads, leading to transient reductions in responsiveness.

The latency and throughput results demonstrate that lightweight edge-based inference is viable for
moderate traffic volumes. However, high-throughput industrial environments might need horizontal
scaling or hardware acceleration to maintain consistent performance.
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Figure 5.8. Distribution of throughput for the deployed inference system.

5.4.3 Runtime Adaptation and Model Switching Overhead

To evaluate the overhead introduced by the runtime model switching mechanism, the latency required
to load and activate new models during execution was measured on the edge node.
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Swap latency ranged from 2.28 ms to approximately 200 ms, reflecting variations in model size and
resource availability on the Raspberry Pi platform. Importantly, the switching process remained non-
blocking. Once the new model was loaded, inference resumed without requiring service restarts or
sustained downtime.

5.4.4 Cloud Integration, Operational Validation, and Cost Efficiency
A. Cloud Integration and Operational Validation

Classification outcomes produced by the inference engine were published to a local MQTT topic and
forwarded by Node-RED to Azure Log Analytics for ingestion into Microsoft Sentinel. This hybrid
integration preserves the benefits of cloud-centric SIEM-based monitoring while remaining compatible
with the operational constraints of resource-constrained and privacy-sensitive |oT/lloT environments.

Within the SIEM platform, ingested logs were stored in custom tables, enabling analysts to define
detection rules, correlate alerts with external threat intelligence, and visualize security events through
interactive dashboards. As depicted in Figure 5.9, Sentinel aggregates prediction logs over time and
automatically generates incidents for high-confidence attack scenarios. The incident management
interface serves as the primary entry point for analysts, providing consolidated visibility into alerts and
affected entities. This interface facilitates rapid investigation and supports efficient assessment of
potential security breaches. Furthermore, Microsoft Sentinel workbooks provide quantitative and
interactive visualizations that enhance operational visibility and support security analysis. These
workbooks enable analysts to examine historical trends, attack distributions, and temporal variations in
detection outcomes.
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Figure 5.9. Incident overview and alert aggregation in Microsoft Sentinel based on edge-level inference logs.

B. Cost Efficiency and Cloud Resource Utilization

The proposed framework was evaluated for cloud resource consumption under Microsoft Sentinel’s
volume-based billing model, in which costs scale with data ingestion, processing, and retention. To reduce
operational expenditure, the architecture adopts a selective telemetry approach, transmitting only
compact prediction metadata to the cloud while retaining detailed logs locally in InfluxDB.

During a one-month evaluation, the system processed approximately 4.95 predictions per second, with
each record averaging approximately 500 bytes. This resulted in an estimated daily ingestion volume of
approximately 204 MB (6.1 GB per month). Based on Sentinel pricing (€4.47/GB) [119], the corresponding
monthly cost is approximately €27.

In contrast, conventional cloud-centric IDS solutions transmitting flow- or packet-level data (2-5 KB per
event) would generate 24—61 GB per month, incurring costs of approximately €109—€272. Thus, the
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proposed approach achieves a 75-90% reduction in ingestion volume, significantly improving cost
efficiency. This reduction enables more scalable and economically sustainable deployments, as cloud
costs grow more slowly with system expansion because only inference results are transmitted, rather than
raw or high-volume telemetry data.

5.5. Chapter Conclusion

This chapter demonstrated the practical deployment of ML-driven intrusion detection within a privacy-
aware edge—cloud architecture for 1oT/IloT remote monitoring and control systems. Building on the
offline models developed in Chapter 4, the work validated real-time detection at resource-constrained
edge nodes while leveraging the cloud for aggregation, analytics, and incident management.

The proposed architecture enables low-latency detection, data minimization, and reduced bandwidth
usage, while maintaining integration with monitoring and response workflows. The introduction of a
runtime model-switching mechanism further enhances adaptability, allowing dynamic updates of
detection models without interrupting system operation.

Beyond performance, the chapter highlights the importance of architecture-driven security design,
showing how embedding IDS within system infrastructure improves manageability and reduces long-term
cloud costs. However, limitations related to offline-trained models, edge resource constraints, and limited
validation scope indicate the need for improved adaptability, scalability, and real-world evaluation.

Thus, this chapter further advances objective O3 by bridging the gap between offline ML analysis and
operational deployment, laying the foundation for the next chapter, which extends the framework toward
hybrid, resilience-oriented architectures.
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Chapter 6. Resilient Hybrid Edge—Fog Architectures for ML-Driven
Intrusion Detection in loT/lloT Remote Monitoring and Control
Systems

This chapter extends the previous edge-based framework toward a resilience-oriented hybrid Edge—Fog
architecture. The study aims to (i) quantify the impact of network-layer attacks (MQTT flooding and
malformed packet injection) on system latency and reliability, and (ii) evaluate whether distributing IDS
inference across edge and fog layers improves resilience. By deploying identical ML models across both
layers, the architecture leverages low-latency edge processing and higher computational capacity at the
fog layer, enabling redundant detection and cooperative alerting while maintaining real-time
performance and enhancing system resilience under adversarial conditions [120].

6.1. System Architecture and Experimental Testbed

This section presents the extended loT/lloT RMC testbed used to evaluate the proposed hybrid Edge—Fog
IDS architecture. Building on the infrastructure from Chapter 5, the system is enhanced to support
distributed inference and resilience evaluation under cyberattack conditions.

As shown in Figure 6.1, the architecture introduces a fog-based IDS component operating alongside the
edge node, forming a hybrid deployment. The fog node runs an identical ML inference module, providing
redundancy and additional computational capacity during high workload or disruption. Both edge and fog
instances share the same feature extraction pipeline, preprocessing steps, and trained models to ensure
consistency across experiments.

To ensure portability and reproducibility, the fog-based inference engine is implemented using
containerization (Docker). The deployment includes the inference script, pre-trained models, and
configuration files, with Dockerfile and Docker Compose managing dependencies, execution, networking,
and integration with the MQTT broker and logging systems.
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Figure 6.1. Hybrid Edge—Fog ML-driven IDS architecture for l1oT/lloT Remote Monitoring and Control systems.

6.2. Experimental Scenarios and Evaluation Methodology

The resilience of the hybrid Edge—Fog IDS architecture was evaluated through controlled experiments
under two cyberattack scenarios: MQTT flooding and malformed-packet injection. Each scenario was
tested across three deployment configurations, edge-based, fog-based, and hybrid IDS, under a three-
phase workflow: baseline (normal operation), attack phase, and post-attack recovery. Approximately
1,000 automated control commands were generated per phase to ensure consistent workload conditions.

The actuation layer emulated representative cyber—physical processes using a relay-based door lock
(discrete control) and a DC motor fan (continuous control), enabling evaluation across different control
dynamics typical of 10T/IloT RMC systems.

Performance was assessed using key metrics, including median and 95th percentile control latency,
command success rate, and CPU/memory utilization, providing insight into responsiveness, reliability, and
resource efficiency [121]. Additional metrics—such as inference latency, end-to-end latency, and IDS
throughput (messages per second)—were used to evaluate processing efficiency across the detection
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pipeline. All data were collected and analyzed using Python-based tools within the Anaconda
environment.

6.3. Results and Discussions

6.3.1 Control Latency and Reliability Performance

As illustrated in Figure 6.2, under normal operating conditions (baseline), the system maintained median
control latencies ranging between 80 ms and 190 ms across all deployment modes, confirming its
suitability for real-time operation. When subjected to MQTT flooding and malformed-packet injection
attacks, latency increased moderately, with the degree of degradation varying by IDS deployment layer.
In this context, operational reliability is reflected in the command success rate, which measures the
proportion of control commands successfully delivered and executed by the actuators without loss or
excessive delay. High success rates, therefore, indicate stable and dependable system behavior under
both normal and adversarial conditions.

During the MQTT flooding phase, the door-lock actuator recorded a median latency of 194 ms (p95 = 253
ms) under the edge-based IDS and 173 ms (p95 = 222 ms) under the fog-based configuration. In contrast,
the hybrid Edge—Fog IDS achieved the best balance, maintaining a median latency of 172.5 ms (p95 =233
ms) and a command success rate of 98.6%, nearly identical to baseline performance. Similar behavior was
observed for the cooling-fan actuator, where the hybrid deployment again achieved the lowest latency
(84 ms) and the highest reliability (99.2%). Under malformed-packet injection attacks, the hybrid IDS
maintained near-baseline performance, with median latencies of 166.5 ms for the door actuator and 77
ms for the fan, and success rates exceeding 99.6%.

Although the observed control latency deviations remain moderate, the evaluated attacks have a more
pronounced impact on intrusion-detection inference latency and throughput stability than on end-to-end
control latency, as demonstrated in the subsequent section.
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Figure 6.2. Median end-to-end control latency across baseline, attack, and recovery phases for (A) Door Lock
Actuator and (B) Cooling Fan Actuator.

6.3.2 Resource Utilization Analysis

Resource utilization statistics indicate that computational overhead remained modest across all
configurations. For the edge-based IDS, mean CPU utilization increased slightly from 5.4% to 6.2% during
MQTT flooding, with peak values approaching 51%. The fog-based deployment exhibited the lowest
resource consumption, averaging 2% CPU usage and 37% memory utilization. The hybrid configuration
recorded average CPU and memory utilization of 6.4% and 50%, respectively, remaining well within
acceptable limits for embedded and industrial systems. Memory utilization, which peaks at below 65%,
further indicates that the distributed architecture remains scalable and resource efficient. Reduced
computational overhead also improves energy efficiency, which is particularly advantageous for power-
constrained loT deployments.

6.3.3 Inference Latency and Throughput Performance
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The fog-based deployment demonstrated superior inference performance, achieving lower average
inference latency (5.06 ms vs. 9.32 ms at the edge) and end-to-end latency (12.96 ms vs. 22.63 ms), with
reduced maximum delays (see Figure 6.3). These results reflect the fog node’s higher computational
capacity, while the resource-constrained edge exhibited greater variability under heavy traffic.

Throughput analysis (see Figure 6.4) showed similar average rates (~4.95 messages/s) for both
deployments; however, the fog provided more stable performance, whereas the edge experienced
fluctuations and drops under resource contention.

Despite these improvements, the evaluation was limited to two attack scenarios and a single-node setup.
Future work will extend to additional attack types, multi-node scalability, and integration with zero-trust
and adaptive security mechanisms.
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Figure 6.3. Distribution of latency (A) and end-to-end latency (B) for the deployed inference system.
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6.4. Chapter Conclusion

This chapter evaluated the resilience of IoT/lloT-based remote monitoring and control (RMC) systems
under cyberattacks, focusing on the influence of ML-driven IDS inference placement. Using the testbed
introduced in Chapter 5, the study assessed the impact of MQTT Flood and Malformed-Packet attacks and
investigated the effectiveness of a hybrid Edge—Fog deployment. It therefore advances and completes
objective 03.

Experimental results showed that both attacks produced only moderate increases in control latency (4—
20 ms) without disrupting system operation. While end-to-end control performance remained largely
stable, the IDS layer experienced more noticeable effects, particularly in inference latency and throughput
stability. The hybrid Edge—Fog architecture mitigated these impacts by distributing inference across edge
and fog nodes, leveraging redundancy and the superior processing stability of the fog layer. Future work
will address scalability, adaptive learning, and Zero Trust integration.
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Chapter 7. Final Conclusions, Original Contributions, Dissemination of
Results, and Further Research

7.1. Conclusions

This doctoral thesis addresses the cybersecurity challenges of IoT/lloT-based remote engineering systems,
with particular emphasis on secure access control, resource-efficient intrusion detection, and resilience-
oriented deployment architectures. The research was motivated by the increasing convergence of
distributed connectivity, heterogeneous system components, and real-time operational requirements,
which collectively expand the attack surface while limiting the applicability of conventional IT-centric
security approaches.

The thesis objectives (01-03), as defined in Chapter 1, are addressed through a progressive investigation
spanning system characterization, identity-centric access control, machine learning—driven intrusion
detection, and deployment-aware IDS architectures across Chapters 2—6. The initial cross-domain analysis
established that remote engineering systems exhibit structural convergence between educational and
industrial environments, driven by 1oT/IloT integration and cloud connectivity, while simultaneously
inheriting vulnerabilities from both domains.

Building on this foundation, the thesis demonstrated that identity-centric access control, implemented
through Zero Trust principles, effectively mitigates risks associated with implicit trust and exposure to
excessive privilege. However, the findings also confirmed that access control alone is insufficient to detect
behavioral or post-compromise threats, thereby necessitating complementary detection mechanisms.

From a detection perspective, the thesis introduced a feature-selection—driven machine-learning
methodology for classifying MQTT-based traffic. The results showed that intrusion detection can be
adapted to resource-constrained loT/IloT environments without prohibitive computational overhead,
enabling practical deployment at the edge and embedded platforms.

At the system level, this thesis investigates deployment strategies for intrusion detection, addressing
trade-offs between detection effectiveness, latency, resource utilization, and data privacy. A modular,
privacy-aware IDS architecture is designed and experimentally validated, combining resource-efficient
edge-level inference with centralized cloud-based monitoring. Furthermore, the experimental results
indicate that distributing inference across the edge-fog—cloud continuum improves resilience to
cyberattacks. In particular, the hybrid Edge—Fog deployment exhibited reduced latency degradation,
consistently high actuation reliability, and near-baseline system performance, while maintaining minimal
resource overhead.

The thesis adopts a layered, system-level perspective that aligns security design with the operational
realities of distributed, real-time loT/lloT environments. The findings show that improving the security of
remote engineering systems requires complementary, coordinated mechanisms that combine identity-
centric access control, resource-efficient intrusion detection, and deployment-aware strategies across
edge, fog, and cloud layers.

7.2. Original Contributions of Research

This thesis presents a set of original and complementary contributions to the cybersecurity of IoT/IloT-
based remote engineering systems. These contributions advance a system-level perspective spanning
access control, intrusion detection, and deployment-aware security design.

The principal contributions are summarized as follows.
1. Conceptual and architectural contributions

This thesis provides a structured, security-oriented characterization of remote engineering systems across
educational and industrial domains, identifying common vulnerabilities arising from IT/OT convergence,
distributed connectivity, and legacy integration. It further operationalizes Zero Trust principles by
designing and validating an identity-centric, resource-level access-control architecture, demonstrating its
effectiveness at mitigating lateral movement and excessive privilege exposure in remote environments.
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2. Methodological contributions in machine learning—driven intrusion detection

A feature-selection—driven methodology for MQTT traffic classification is proposed and validated,
enabling resource-efficient intrusion detection with reduced feature dimensionality. The approach
maintains high detection performance while supporting deployment on constrained edge devices,
improving the practicality of ML-based IDS in l10T/IloT systems.

3. System-level contributions to deployable IDS Architectures

The thesis designs and validates a modular, privacy-aware Edge—Cloud IDS architecture that integrates
edge-level inference with selective cloud-based SIEM. Building on this, a hybrid Edge—Fog deployment is
introduced, demonstrating improved resilience under cyberattacks by reducing latency degradation,
maintaining high reliability, and preserving system performance with minimal resource overhead.

7.3. Dissemination of Research Results

The scientific contributions presented in this thesis have been disseminated through peer-reviewed
journals, international conference proceedings, and an edited book chapter. The publications listed below
include both works that directly support the research contributions presented in the thesis and
complementary studies published during the doctoral period.
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Laboratories. In: May, D., Auer, M.E., Kist, A. (eds) Online Laboratories in Engineering and
Technology Education. Lecture Notes in Networks and Systems, vol 1135. Springer, Cham.
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Directions for Further Research

While this thesis has made several contributions to addressing cybersecurity challenges in remote
engineering systems, several limitations and open research directions remain to be addressed in future
work, including:

1.

Adaptive learning mechanisms for ML-driven IDS: The current system relies on offline-trained
models. Extending research toward adaptive and federated learning approaches would allow
IDS models to dynamically adapt to data drift and evolving attack patterns in loT/IloT
environments.

Scalability analysis in multi-node edge—fog deployments: Large-scale industrial environments
typically involve multiple distributed clusters and gateways. Future work should evaluate
performance, detection accuracy, and resource consumption under multi-cluster and high-
concurrency scenarios.

Self-healing cyber—physical security architecture: Beyond detection, future systems should
integrate automated response, containment, and recovery mechanisms, enabling self-adaptive
loT/lloT-based RMC infrastructures.

Extension of WebSocket over QUIC [122] and MQTT (WSQM) to remote engineering systems:
Further investigation may explore the extension of the WSQM approach [123] to remote
engineering environments, with particular emphasis on low-latency encrypted transport, session
persistence, and integration with policy-driven security controls.
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